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Project Abstract 

    Diagnosis of dermatological diseases highly 

relies on visual examination on morphological 

characteristics of the lesions, such as the number, 

size, color, texture, distribution etc. However, 

manually inspection is quite labor consuming. 

Furthermore, the diagnoses of some hard cases 

might vary considerably, depending on the 

professional levels of the doctors. This motivates 

us to enhance the efficiency of the clinical 

workflow using power of the artificial intelligence. 

The deep neural network (DNNs) has emerged 

as the state-of-the-art technique in various 

computer vision tasks like classification, object 

detection, segmentation etc. The goal of this 

project is to implement some DNN based methods 

and apply them to classifying the dermatological 

lesions and detecting the locations of these 

lesions. 

    A well labelled dataset consisting of 

approximately 20k skin images is provided by the 

Klinik und Poliklinik für Dermatologie und 

Allergologie der LMU München. The annotations 

comprise 13 categories and bounding box 

locations of the lesions on each image. Thus, there 

are two subtasks in this project: the first one is to 

predict the categories of the skin images, and the 

second one is to predict the locations (and 

categories) of the lesions. AUC will be used as the 

evaluation metric for the classification subtask, 

while mean average-precision (mAP) will be used 

for the detection subtask. The predictions of the 

model will then be compared with the predictions 

of professional doctors, in order to further verify 

the effectiveness of our approach. 

 

Background and Motivation 

In recent years, skin cancer has been 

increasingly common in the Europe. Some of them 

like melanoma has extremely high death rates 

over years. However, approximately 95% cases of 

the melanoma can be cured with early diagnosis, 

showing that accurate detection in time of the skin 

cancer is vital for improving the effectiveness of 

the clinical treatment.  However, the main 

approaches of detecting skin lesions are manual 

inspection of the skin images or manual 

dermoscopy imaging procedure. Both approaches 

are quite labor-intensive and time consuming. 

More specifically, the former method requires 

manually magnifying and illuminating skin images, 

in order to leverage the clarity of spots. The later 

one is more error prone. Doctors need to check 

carefully the asymmetry, border, irregularity, color 

variation, and diameter etc. Although several 

classic rules and checklists have been developed to 

enhance the detection accuracy, the diagnose 

through these approaches still heavily rely on the 

experiences of the clinicians. Furthermore, some 

difficult situations and the similarities between the 

various dermatological diseases make it more 
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challenging for clinicians to distinguish the skin 

lesions of different diseases. 

In previous years, the computer aided detection 

of dermatological lesions can be categorized into 

splitting and merging region, clustering, supervised 

learning, thresholding, variational methods etc. 

However, each of these mentioned methods suffer 

from many drawbacks. For instance, the 

variational methods require large amount of 

computational resources, and the long iterations 

impede its time efficiency. The clustering methods 

steadily rely on the initialization, thus exploit 

limited reproducibility. The supervised learning, 

typically based on manual-crafted features like 

SIFT and diameter, color and asymmetry, is not 

sufficiently robust to the illumination changes, 

rotations and other difficult situations. 

Deep learning algorithms, promoted by the 

rapid advances in computer hard-wares and large 

annotated datasets like ImageNet, have exceed 

human performance in several visual tasks.  The 

AlexNet reached 83.6% of accuracy on the 

ImageNet classification task, while the ResNet, 

proposed in 2015, leveraged this to 96.4%, better 

than human recognition. The skip connection 

proposed in the paper of ResNet has been widely 

adopted in the research later, as it profoundly 

accelerates the convergence and improve the 

performances of the networks. DenseNet, 

proposed in 2016, modified the addition in the 

skip connection to concatenation and fused the 

features of different layers. The DenseNet has 

become one of the most popular backbone 

networks of the segmentation and detection 

models. Xception, proposed in 2016, exploits the 

fact that the multi-channel convolution is 

equivalent to a two-stagewise convolution, where 

a large kernel sized filter like 3x3 filter is applied in 

the first stage, and subsequently a multi-channel 

1x1 filter is applied in the second stage. This 

computation procedure considerably reduces the 

number of parameters while maintaining the 

performance, making the network easier to be 

trained. The state-of-the-art neural network for 

image classification is the EfficientNet, proposed 

by Google in 2019. The author noticed that 

improving the accuracy of the neural networks 

could be achieved by scaling up the network 

architecture in three dimensions: width: number 

of the filters in the convolutional layers; depth, 

number of layers or blocks in the network 

topology; resolution: the resolution of the training 

images.  Thus, the author proposed a searching 

strategy, aiming to search the best architecture, 

while keeping the computational cost budget 

fixed. This approach has been shown to effectively 

optimize the previous network designs like ResNet, 

achieving higher accuracy, but with a considerably 

smaller number of parameters. Improving the 

EfficientNet and combining with the clinical 

scenarios is one of the major research directions in 

our project. 

In addition to image classification, deep learning 

methods are also widely applied to object 

detection, where not only the class of an object is 

predicted, but also the location of that object. The 

location is typically parameterized by a vector 

containing the coordinates of the four corners of 

the bounding boxes, which surrounds the object. 

However, instead of directly predicting the 

coordinates of the four corners, we usually predict 

the relative location (offset) to the anchor boxes. 

Anchor boxes with various scales, aspect ratios are 

generated in prior, and we encode our target 

according to the location, height and width of the 

anchor boxes. This strategy allows for faster 

training and more robust performance. The deep 

neural networks for object detection can be 

categorized into two different types. The first type 

is the two-stage network, such as Faster R-CNN, 

Mask R-CNN, and so on. The second type is the 

one-stage network, such as YOLO, SSD and so on. 

In the two-stage network like Faster R-CNN, a 

convolutional neural network (CNN) is used to 

extract features from the images, and then a 

region proposal network (RPN) is cascaded onto 

the top of the feature extractor, in order to 

propose the regions of interest (RoI). 

Subsequently, the RoIs are processed by the RoI 

Pooling module, then the pooled features are fed 

into two parallel branches: the classification 

header and the location predicting header. 

Generally, two-stage networks are more accurate 

but slower than the one-stage ones. The one-stage 

networks do not employ the RPN. Instead, we 

generate the anchor boxes on the feature maps of 
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different scales and predict using these multi-scale 

feature maps. In this way, we take full advantage 

of the coarse and fine feature maps. Another 

commonly adopted approach to combine the 

multi-scale feature maps is the Region Proposal 

Network, where we combine the feature maps of 

different scales in the backbone network, by a top-

down architecture with lateral connection. The 

second research direction in our project is to 

develop a more accurate and robuster method 

based on the Mask R-CNN and apply it to the 

detection of dermatological lesions. 

In recent years, several researches had been 

done to employ the DNNs to classify and detect 

the skin cancers. Esteva et al. [1] applied the 

Inception v3 to a classification task with 757 

dermatological disease classes. This architecture is 

also adopted by Garilov et al. [2] in his work to 

detect the melanoma. Li et al [3] proposed a 

Lesion Indexing Network (LIN), which was based 

on the fully convolutional residual network, and a 

Lesion Feature Network (LFN). The proposed 

methods achieved high performances on both 

segmentation and classification tasks. Ratul et al. 

[4] used the dilated convolution in the neural 

network, which enhanced the accuracies of the 

original architectures by large gaps.  

 

Student’s Tasks Description 

The task is constituted of two subtasks: 

classification of the skin lesions, and detection of 

the skin lesions. The Klinik und Poliklinik für 

Dermatologie und Allergologie der LMU München 

provides over 20k skin images, in which the classes 

and locations of the lesions are annotated by 

experienced clinicians. In the first task, the 

category of the lesion in the images should be 

predicted. While in the detection task, in addition 

to the class of the lesion, the location of a lesion 

should also be predicted. Note that an image 

might contain multiple lesions of different types 

and locations.  

One should accomplish the following steps in the 

project: 

1. Data cleaning and formatting: The ground 

truth labels and locations for the 

detection task are stored in a csv table, 

along with the meta data like patients’ 

ids, gender, age etc. The data should be 

formatted the same as the benchmark 

datasets like Pascal VOC (in xml format) 

or COCO (in json format). A corresponding 

parsing functional module should also be 

implemented to read the information 

from the annotation files. 

2. Training, validation and test data split: the 

whole dataset should be split in two three 

parts for training, validation and test, 

respectively. An important thing should 

be remarked is that some patients might 

has multiple images. Therefore, one 

should be caution when split the data, 

avoiding the images from the same 

patients appear in both training and test 

dataset. This makes the training and test 

dataset correlated and will bias the 

evaluation of the neural network models. 

3. Application of the neural network to the 

tasks: the implemented neural network 

models are trained and tested on the pre-

processed datasets. The model for 

classification will be evaluated with AUC, 

while the model for detection will be 

evaluated with mAP. The predictions by 

the model will be compared with the 

predictions by experienced clinicians. 

4. Clinical medicine background knowledge: 

in addition to the computer vision part, 

one should also gain some background 

knowledge in terms of the dermatology. 

This allows for a deep understanding of 

the application scenarios and promotes a 

tighter combination of artificial 

intelligence and clinical medicine. 

Furthermore, one can gain potential 

innovative ideas if equipped with inter-

disciplinary knowledge. 

5. Cooperation with clinicians: one should 

have a close cooperation with the 

clinicians to solve the tasks. This is 

necessary, since the project is essentially 

clinical oriented. Communication 

between engineers and clinicians would 

simply the workflow and boost the 

efficiency. 
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Technical Prerequisites 

One should have strong programming skills. This 

requires proficiency with scientific programming 

frameworks like NumPy, Scikit-Learn, PyTorch and 

so on. Moreover, a deep understanding of 

machine learning and deep learning algorithms are 

also required, this includes not only the 

conventional models like support vector machines, 

boosting trees, but also the cutting-edge models 

proposed in the recent years in deep learning. In 

addition, one should also have a strong 

background knowledge of classical computer 

vision or image processing, since this also forms 

the basis of the project. Meanwhile, some prior 

knowledge over the clinical medicine would be 

preferable, which helps to better understand the 

goal and challenges in this project. 

 

References 

[1] Esteva, A., Kuprel, B., Novoa, R. A., Ko, J., 
Swetter, S. M., Blau, H. M., & Thrun, S. (2017). 
Dermatologist-level classification of skin cancer 
with deep neural networks, 542(7639), 115–118. 
https://doi.org/10.1038/nature21056 
[2] Gavrilov, Dmitriy & Shchelkunov, N. & 
Melerzanov, Alexander. (2019). DEEP LEARNING 
BASED SKIN LESIONS DIAGNOSIS. ISPRS - 
International Archives of the Photogrammetry, 
Remote Sensing and Spatial Information Sciences. 
XLII-2/W12. 81-85. 10.5194/isprs-archives-XLII-2-
W12-81-2019. 
[3] Li Y, Shen L. Skin Lesion Analysis towards 
Melanoma Detection Using Deep Learning 
Network. Sensors (Basel). 2018;18(2):556. 
Published 2018 Feb 11. doi:10.3390/s18020556 
[4] Skin Lesions Classification Using Deep Learning 
Based on Dilated Convolution 
Aminur Rab Ratul, M. Hamed Mozaffari, Won-
Sook Lee, Enea Parimbelli 
bioRxiv 860700; doi: https://doi.org/10.1101/8607
00 

 
 

 

 

mailto:javier.esteban@tum.de,%20hendrik.burwinkel@tum.de,%20zl.jiang@tum.de%20and%20ardit.ramadani@tum.de
https://doi.org/10.1038/nature21056

